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Abstract—Existing automatic  generation methods for
application-specific processors primarily enhance design metrics
through instruction set extensions and customization. These
approaches typically treat hardware architecture as a fixed entity,
constraining the optimization space. We propose a new approach
which adopts a global optimization perspective, collaboratively
exploring interactions among algorithms, instructions, hardware
architectures, and encoding to uncover a broader range of
superior designs. Most state-of-the-art methods focus on utilizing
High-Level Synthesis (HLS) to generate data for Design Space
Exploration (DSE). Although HLS DSE can optimize designs
locally, also - given enough data - using Al techniques, HLS DSE
optimization generally suffers from low fidelity so alternative
approaches are needed. We base our automation on automatic
design generation, from assembly to RTL level, using multiple
simulations and synthesis loops, with the objective of selecting
processor designs optimized for size or power consumption.
Unlike random design generation methods, our proposed method
ensures that no resources are wasted on analysing functionally
incorrect designs.

We have implemented a simple case study, in which 40 different
processor designs were automatically generated with extremely
small sizes, by more than an order of magnitude smaller than
state-of-the-art ultra-low power processors. The results show
potential for automatic generation of large numbers of designs
to provide data for further application-specific optimization.

Index Terms—Embedded processors, ultra-low power, appli-
cation specific processors, automated synthesis, design space
exploration, optimisation.

I. INTRODUCTION

High-Level Synthesis (HLS) and Design Space Exploration
(DSE) methodologies in recent years tend to evolve towards
more efficient approaches to solving optimisation problems by
enhancing the traditional methods with Artificial Intelligence
(AI) algorithms and Machine Learning (ML). HLS DSE also
widely uses a variety of modeling techniques and new design
generation mechanisms for faster speeds [1].

However, the fidelity of HLS tools facing complex design
tasks remains a problem and has been exposed as the source
of low accuracy [2]. Even different versions of the same HLS
tool might use different strategies and yield different results.
At the same time, the low accuracy of most DSE algorithms
using free FPGA-based HLS tools reduces their significance.
HLS appears to be more successful in software development,
while application-specific hardware designed by HLS is merely
passable [3]. It is possible to employ other heuristic methods

such as Genetic Algorithms (GA) with minimal data volume
requirements instead of ML, which has considerable potential
but high data volume requirements. However GA still requires
access to high-quality datasets [4]. Our proposed method does
not use heuristics. Instead it relies on a multi-tier processor
design generation process from the assembly level to the RTL
level as explained in some detail below.

It should be noted that Application-Specific Embedded Pro-
cessors (ASEP) have traditionally been designed by hand.
Instead of automation, expert knowledge and extensive ver-
ification is used to generate processors handcrafted for a
special purpose [5]-[9]. A design process that requires expert
knowledge is tedious and, therefore, expensive [10], [11]. But
it is done despite the cost because ASEPs offer significant
advantages. Firstly, unlike general-purpose processors, ASEPs
have unique and simple architectures that make them resilient
to cybersecurity threats that affect both software and hardware
[12]. Secondly, handcrafted ASEPs can achieve excellent per-
formance and power efficiency characteristics that can exceed
those of HLS-generated application-specific hardware.

There have been a number of attempts to develop automated
synthesis tools to generate ASEPs [13]-[15] as an alternative to
HLS-generated hardware. However, further research is needed
to alleviate the need for manual adjustment, achieve better
performance, and reduce the power consumption.

II. PROPOSED SYNTHESIS TECHNIQUE

We illustrate our approach using a simple case study where
embedded processor designs are automatically generated and
synthesised to execute a 2D affine transformation algorithm.

The salient feature of the proposed approach is to automati-
cally generate a large number of compliant designs for a design
requirement and then find optima according to performance
metrics.

In this case study the choice architectural options - such as
the one presented in Figure 1 - is limited and explores only
several pre-defined variants of RISC and NISC (No Instruction
Set Computer) structures. In each architectural option various
instruction sets and hardware block parameters are selected to
generate multiple designs as explained below.

The synthesis process selects iteratively an architectural
option and for each option generates feasible instruction sets.
The application algorithm is then presented in the form of an
assembly program and then RTL-level block generations are
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Fig. 1. General block diagram of a sample RISC design option using a single
multiplier, a data register, an accumulator and the RISC V branching style.

carried out to implement the program. Modelsim and Quartus
scripts are automatically generated to, enable the verification
and synthesis of the generated designs and evaluation of their
associated performance metrics. At this case study only a small
number, only 20 RISC and 20 NISC designs have been selected
for further consideration but extensions to generated much
larger design sets are straightforward.
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Fig. 3.
processing.

A flow chart of the algorithm is presented in Figure 3.
Various versions of assembly code are possible, depending
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Fig. 2. Design generator structure.

III. APPLICATION ALGORITHM AND ARITHMETIC

The application selected as a case study is an affine transfor-
mation of a two-dimensional image with a maximum size of
256 by 256 pixels. Details of the application-specific arithmetic
utilized in the hardware calculations are as follows.

The affine transformation algorithm applied to the 8-bit
coordinates of a pixel [21,y1] can be defined by Equations (1)
and (2).

on the functionality constraints of a given ALU and other data
processing blocks. Assuming that the data originates from the
RAM and the result is likewise stored therein, the necessary
LOAD and STORE operations are incorporated.

Ten versions of assembly code segments have been selected
in the case study and are each associated with a specific design,
labeled here using binary numbers:

0000: MULI %4=%4%*a00; ACCZ acc=0; ACC acc+=%4; SIR
%4=b0; ACC acc+=%4;

0001: MULI %4=%4%a00; ACCO acc=0+%4; SIR %4=b0;
ACC acc+=%4;

0010: MULI %4=%4%*a00; ACCZ acc=0; ACC acc+=%4; ACCI
acc+=b0;

0011: MULI %4=%4*a00; ACCO acc=0+%4; ACCI acc+=b0;

0110: MULI %4=%4*a00; ACCZ acc=0; ACCI acc+=b0; ACC
acc+=%4,

0111: MULI %4=%4%*a00; ACCIO acc=0+b0; ACC acc+=%4,

1000: ACCZ acc=0; MACI acc+=%4*%a00; SIR %4=b0; ACC
acc+=%4;

1001: MACIO acc=0+%4*a00; SIR %4=b0; ACC acc+=%4;

1010: ACCZ acc=0; MACI acc+=%4*a00; ACCI acc+=b0;

1011: MACIO acc=0+%4*a00; ACCI acc+=b0;

For each selected instruction format, the size of each nec-
essary bit field is calculated to obtain the machine format and
the size of the program counter and program memory. Two
branching styles are implemented, the RISC V one and that
used by MIPS. These choices affect the composition of the
ALU-related modules. The I/O ports and function lists for all
modules of all designs are stored in a dictionary for ease of later
retrieval. The generated I/O and function lists of decoders for
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each design are essentially a distribution of the corresponding
modular decomposition of all the operations performed in a
design, which is also added to the dictionary.

In contrast to RISC, NISC does not require the generation of
an instruction decoder. In an NISC implementation, not only is
the opcode replaced by the control word, but the appropriate bit
width and start position of the function select signal required
by each multifunction submodule are also determined by means
of cyclic scanning.

IV. POST-SYNTHESIS ANALYSIS AND OPTIMISATION

For each design, all necessary parameters and connections
are extracted and stored in the design and test files. Firstly, a test
file is created with the corresponding addresses of all required
design files and the total simulation time. Then, similarly to
the previous step, the ports are added to the list, which can
later be viewed as a textualised waveform diagram to display
simulation results. Modelsim is run repeatedly, and specific
generation steps based on errors are iteratively modified until
there are no errors. The simulation script is run to verify
that each design works correctly. As the number of designs
increases, the latter step can be further developed in the future
to provide automatic functionality verification. The Quartus
synthesis script has 6 configurable parts, which are: address,
number of designs required to synthesize, all design file names
and the top-level entity name, power estimation instruction, and
I/O ports binding assertion.

Key performance metrics are then extracted from the Quartus
results report file, including the total number of ALMs along
with specific overhead distribution, power consumption, total
number of DSPs along with the specific arrangement, and
maximum clock frequency at two different temperatures. The
results are saved for subsequent extraction of the optimal
designs.

V. RESULTS

Although the number of designs that have been generated in
this study is relatively modest, only 40, it should be noted that
the automatic synthesis framework proposed here is extensible
and that the total number of designs ultimately generated can
be much greater at different stages, resulting from different
choices. Consequently, it may be reasonably anticipated that
3,000 or 4,000 distinct designs satisfying the same functional
requirements can be generated using straightforward exten-
sions. The generated differ in terms of details but have similar
block diagrams. The block diagram for the design 0000’ in
table I is provided in figure 4 as an example.

The results of Quartus synthesis for the ten RISC variants
are presented in I for Stratix V. Based on the concept of Pareto
optimality, the three optimal solutions are identified in bold.
Although there is no appreciable improvement over equivalent
fine-tuned, hand-optimized designs, the framework for auto-
matic generation of different designs is a logical approach as
it saves time and reduces the need for highly skilled engineers.
As illustrated in the two tables concerning RISC, I and III, the
overhead of ALM ranges from 94 to 121, which supports the
rationale for this approach.
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Fig. 4. The block diagram of RISC design0000

TABLE I

MAIN METRICS OF 10 RISC DESIGNS WITH RISC-V BRANCHING STYLE

Name ALM P/mW DSP | Fmax85¢/MHz | FaxOc/MHz
design0000 110 1049.17 | 9x1 260.89 262.05
design0010 121 1050.52 | 9x1 252.97 252.72
design0110 119 1049.86 | 9x1 246 252.08
design0111 104 1048.65 | 9x1 266.1 267.67
design0011 94 1048.71 9x1 265.32 266.03
design0001 113 1048.67 | 9x1 263.23 266.1
design1000 101 1049.5 9x1 234.8 235.96
design1010 107 1049.68 | 9x1 243.07 244.02
design1001 120 1048.59 | 9xl1 235.74 238.21
design1011 98 1049.49 | 9x1 248.14 250.31

TABLE 11

MAIN METRICS OF 10 NISC DESIGNS WITH RISC-V BRANCHING STYLE

Name ALM P/mW DSP | Fmax85¢/MHz | FaxOc/MHz
design0000 112 1048.42 | 9x1 251.89 254.13
design0010 110 1048.46 | 9x1 259 262.19
design0110 108 1048.5 9x1 257.73 258.4
design0111 101 1048.2 9x1 234.96 238.78
design0011 102 1048.24 | 9x1 250.5 252.72
design0001 104 1048.45 | 9x1 256.61 257.33
design1000 120 1048.99 | 9x1 240.73 242.9
design1010 127 1049.52 | 9x1 236.46 236.63
design1001 120 1048.37 | 9x1 241.6 245.7
design1011 119 1048.73 | 9x1 231.48 234.69

TABLE III

MAIN METRICS OF 10 RISC DESIGNS WITH MIPS BRANCHING STYLE

Name ALM P/mW DSP | Fiax85¢/MHz | FihaxOc/MHz
design0000 117 1050.15 9x1 254.52 253.74
design0010 110 1049.99 9x1 259.54 260.96
design0110 109 1049.35 9x1 269.47 269.47
design0111 106 1049.81 9x1 248.51 250.38
design0011 94 1049.88 9x1 256.87 261.3
design0001 117 1049.94 | 9x1 251.95 254.26
design1000 110 1051.62 9x1 247.77 249.07
design1010 106 1049.65 9x1 245.94 245.76
design1001 113 1050 9x1 244.14 246.12
design1011 102 1050.01 9x1 232.02 235.13
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TABLE IV
MAIN METRICS OF 10 NISC DESIGNS WITH MIPS BRANCHING STYLE

Name ALM P/mW DSP | Fiax85¢/MHz | FihaxOc/MHz
design0000 113 1048.97 | 9x1 229.99 234.96
design0010 114 1049.36 | 9x1 258.4 259.27
design0110 111 1048.41 | 9x1 245.76 249.81
design0111 108 1049.1 9x1 233.7 236.91
design0011 113 1049.1 9x1 263.78 266.6
design0001 116 1048.92 | 9xl1 251.26 254.32
design1000 142 1049.66 | 9x1 261.64 260.62
design1010 116 1048.96 | 9x1 238.61 239.64
design1001 130 1049.76 | 9x1 241.78 244.26
design1011 122 1050.43 | 9x1 234.8 237.42

Compared with the RISC designs, the corresponding NISC
designs do not seem to have an advantage in the number of
ALMs, but in terms of power consumption, they are all smaller,
except for the design 1011’ in IV. However, these trends are
not conclusive because the sample size is small and the *control
word’ part in instructions is simply spliced without any targeted
optimisation.

VI. CONCLUSION

Compared with traditional ASEP synthesis, which primar-
ily explores instruction-set extensions, our method explores a
broader design space by co-optimizing algorithmic expressions,
hardware units, and micro-architecture. The primary outcome
is an illustration of the feasibility of generating diverse designs
through the parsing of computational and storage operations.
Based on the experience of this study, it can be postulated
that even for simple applications, the potential number of
application-specific designs that can be generated is likely to
be in the range of several thousand, far beyond the scope
of traditional ASEP generation. The implementation process
becomes increasingly complex and the code more extensive to
facilitate a greater number of potential processors. Compared
to random generation methods described in the literature, e.g.
[16], the proposed approach method ensures that every design
is feasible in terms of framework and principle, thus saving
unnecessary computation.
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